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Claude on GCP: Billing, IAM, and Quota Setup for Teams
Edition of November 13, 2026 — facts verified November 13, 2026. Current edition always at
https://tygartmedia.com/claude-gcp-billing-iam-quota/.

Direct Answer (November 13, 2026): For production teams running Claude on GCP Vertex AI (Anthropic pricing docs),
isolate Claude workloads into a dedicated GCP project for clean billing attribution, assign least-privilege
roles/aiplatform.user to per-app service accounts, and request Model Garden RPM/TPM quota increases and
Billing budget alerts before launch.

Last refreshed: November 13, 2026 · Sources: Anthropic models overview & API pricing

Model Accuracy Note — Updated November 13, 2026

Current Anthropic lineup (models overview): Fable 5.2 ($8/$40) · Opus 5.5 ($4/$20 daily driver) · Sonnet 5.5 ($2/$10) ·
Haiku 5.5 ($0.10/$0.50 ≤100K) — all 1M context / 128K output. Legacy Sonnet 4.6 ($3/$15) and Opus 4.6 ($5/$25)
examples below reflect April 2026 baselines. See current model tracker →

Claude AI · Tygart Media

Running Claude through Vertex AI on GCP is straightforward to set up for a solo developer. For a team deploying Claude in
production, three infrastructure decisions matter significantly: project structure for billing, IAM configuration for access
control, and quota management to avoid rate-limit failures. Here’s the setup that scales cleanly.

Project Structure: One Project for Claude
Project structure — one project for Claude.

Create a dedicated GCP project for Claude workloads — separate from your main application project, your data pipeline
project, and your development sandbox. This separation is the single most important decision for operational clarity. With a
dedicated project you get: Claude API costs isolated on their own billing line, IAM permissions that only affect Claude
access (not your entire infrastructure), quota limits and alerts scoped to Claude usage, and audit logs that only contain
Claude-related activity.

Naming convention: company-claude-prod for production, company-claude-dev for development. Keep them
separate — dev workloads shouldn’t share quotas with production.

IAM Configuration: Minimum Necessary Permissions
IAM configuration — minimum necessary permissions.

The role that grants Claude API access through Vertex AI is roles/aiplatform.user. That’s the only role needed for
model invocation and token counting. Don’t assign broader roles like roles/aiplatform.admin or roles/editor to
service accounts that only need to call Claude.

For team deployments, create one service account per application or environment — not one shared service account for
everything. Example structure:

Service Account Role Used By

claude-prod-api@project.iam.gserviceacc
ount.com

aiplatform.user Production app

claude-dev-api@project.iam.gserviceacco
unt.com

aiplatform.user Development

claude-desktop@project.iam.gserviceacco
unt.com

aiplatform.user Claude Code / Desktop agents (Cowork
unified into Claude)

If a service account is compromised, you rotate one key without affecting other applications. If a developer leaves, you
disable their specific account without touching production credentials.
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Quota Management: Request Increases Before You Need Them
Vertex AI Claude quotas are set conservatively by default. The default quota for most regions is enough for development
and testing, but production workloads — especially automated pipelines running multiple requests per minute — will hit
limits. The 429 error (Resource exhausted) at peak load is one of the most common production failure modes.

Request quota increases before launch, not during an incident. Go to Cloud Console → IAM & Admin → Quotas, filter by
“anthropic,” and request increases for the Claude models you’re deploying. Approval is typically same-day for standard
business accounts. For the global endpoint, a good starting quota for a production team is 60+ requests per minute for your
Sonnet workhorse (current: Sonnet 5.5) and 20+ RPM for Opus (current: Opus 5.5; Vertex Model Garden IDs vary by region
rollout).

Budget Alerts: Know Before It’s a Problem
Budget alerts — know before it's a problem.

Set a budget alert on your Claude GCP project before anything runs in production. Go to Billing → Budgets & Alerts,
create a budget for the project, and set email alerts at 50%, 80%, and 100% of your expected monthly spend. Add a
Pub/Sub notification if you want to automatically throttle or pause workloads when budget thresholds are hit.

A Claude content pipeline running at unexpected volume can burn through budget quickly — even with current Opus 5.5 at
$20/million output tokens (down from legacy Opus 4.6 at $25/M; flagship Fable 5.2 is $40/M output). Budget alerts are the
safety net that turns a potential billing surprise into a manageable alert.

Cloud Logging: Keep the Audit Trail
Vertex AI API calls are logged to Cloud Logging by default. For regulated industries, explicitly configure log retention to
match your compliance requirements — the default 30-day retention may not be sufficient. For SOC 2 or HIPAA
environments, export logs to Cloud Storage for long-term archival. The log entries include model called, project, timestamp,
and token counts — enough for a complete audit trail without exposing prompt content.

How do I set up billing for Claude on GCP?

Create a dedicated GCP project for Claude workloads, set a budget alert before anything runs in production, and monitor
spend at Billing → Budgets. Keeping Claude in its own project makes cost attribution clean and prevents unexpected spend
from affecting other project budgets.

What IAM role does Claude need on Vertex AI?

The roles/aiplatform.user role is sufficient for model invocation and token counting. Use one service account per application
or environment. Never assign broader roles like editor or aiplatform.admin to service accounts that only need to call Claude.

How do I fix Claude 429 quota errors on Vertex AI?

Go to Cloud Console → IAM & Admin → Quotas, filter by “anthropic,” and request a quota increase for the specific Claude
model hitting limits. Request increases before production launch, not during an incident. Approvals are typically same-day
for standard business accounts.

Primary & Reference Links Cited on This Page
• Anthropic models overview —
https://platform.claude.com/docs/en/about-claude/models/overview

• API pricing — https://platform.claude.com/docs/en/about-claude/pricing

• Tygart Media: See current model tracker →

TYGART MEDIA · CLAUDE & ANTHROPIC REFERENCE Claude on GCP: Billing, IAM, and Quota Setup for Teams

tygartmedia.com/claude-gcp-billing-iam-quota/ · Edition of Nov 13, 2026 Page 2 of 2

https://platform.claude.com/docs/en/about-claude/models/overview
https://platform.claude.com/docs/en/about-claude/pricing
https://tygartmedia.com/current-claude-model-version/

